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Three Stories, Two Themes

∗ the notion of typicality is protean
∗ Bayesian technology is both more and less rigid than is
sometimes thought

For details, see:
– gb, Curve-Fitting for Bayesians? [But watch out for the fallacy in the Appendix—avoided here]
– gb, Failure of Calibration is Typical
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Boltzmann Brains!!!

Targets

∗ Anyone who thinks that factory model Bayesianism is an analysis
of rationality—and who thinks that scientists are rational
∗ Anyone who thinks that for any reasonable notion of simplicity,
a prior can be designed that enforces a preference for hypotheses
simpler in that sense†

†

Putnam, Probability and Confirmation 302
Howson, Hume’s Problem, 206

A Curve-Fitting Problem

∗ The space of hypotheses H: polynomials with rational
coefficients (NB H is countable)
∗ The data stream: nature fixes a mystery function F ∈ H and an
enumeration q1 , q2 , . . . of the rational numbers; (q1 , F (q1 )) is
revealed, then (q2 , F (q2 )), etc
∗ The task: after each data point is revealed, advance a
conjecture as to the identity of the mystery function

A Strategy

Polly: select the lowest-degree polynomial consistent with
the data (from the second stage onwards)
Motivation: It is commonly held that lower-degree polynomials
are simpler than higher-degree polynomials. Polly
advances the simplest conjecture consistent with the
data

A Bayesian Polly?

Question: is there a (possibly merely finitely additive) prior P
on H that when conditionalized on any finite data
set, assigns maximal probability to the hypothesis
that Polly conjectures when shown that data set?
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∗ These might be the first data
points seen
∗ If so, Polly will conjecture `3
∗ So P(`3 ) > P(q)

No Bayesian Polly

∗ Since P(q) > 0, there is n ∈ N with P(q) >

1
n

∗ Proceeding as above, we can find distinct `1 , `2 , . . . , `n , with
P(`k ) > P(q) for each k
P
∗ So
P(`k ) > 1
Contradiction! There can be no such P
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Indeed
∗ Suppose that prior P assigns non-zero probability to a
polynomial p0 of degree k
∗ Then there can be at most a finite number of polynomials of
lower degree that P considers more likely than p0 , each of which
has a graph that intersects that of p0 in at most finitely many
points
∗ There are infinitely many data sets of size less than k that P
could see that would be consistent with consistent with p0 . Only
finitely many of them would lead P to conjecture a polynomial
of degree less than k
∗ So for any mystery function F , for typical data streams, P will
never conjecture a polynomial of degree lower than deg F (where
here typical = cofinite subset of an infinite set)

Bring the Noise

Does making our model more realistic by generalizing to noisy data
make it possible to build a Noisy Bayesian Polly?
∗ Let σ be a probability measure on Q with σ(0) > σ(x) for x 6= 0
∗ Suppose that when we sample the value of the mystery function
F at x ∈ Q the probability of seeing value y is σ(y − F (x))
∗ In this context, any Noisy Polly will follow some rule that
balances how well a given polynomial fits the data against the
degree of that polynomial

∗ Suppose that P simulates a Noisy Polly—for any finite data set,
it assigns maximum probability to whichever polynomial Noisy
Polly conjectures
∗ Suppose that the evidence E consists of two data points lying on
the graph of quadratic q(x) = x 2 and that Noisy Polly
conjectures a linear function ` on this data
∗ In order for P to mimic Noisy Polly, we must have:
1<

P(`) P(E |`)
P(`|E )
=
·
P(q|E )
P(q) P(E |q)

But since the data points lie on q, P(E |q) ≥ P(E |`). So we
must have P(`) > P(q), which is possible only for finitely many `
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An Example
∗ Continue with our curve-fitting problem, with noise function σ
∗ Consider the family of linear polynomials and the family of cubic
polynomials:
H1 = {a0 + a1 x : ai ∈ Q, a1 6= 0}
H3 = {a0 + a1 x + a2 x 2 + a3 x 3 : ai ∈ Q, a3 6= 0}
? Suppose we see three roughly collinear data points. Unless our
prior P is highly contrived, then, intuitively, it should count this
data as confirming H1 at the expense of H3 —before the third
data point was revealed, H1 was betting its life on the new data
point being roughly collinear with the first two, while H3 was
agnostic on this question

More Generally
? If we are faced with two families of hypotheses, a larger one and
a smaller one, then we expect the hypotheses in the latter to be
more similar to one another than are those in the latter
? So the smaller family of hypotheses should be thought of as
making gutsier predictions than the larger family—so generic
priors should see data sets that are equally well-accounted for by
either family as favouring the smaller family
? So you don’t need to build a preference for simpler theories into
your prior—conditionalization automatically favours simpler
theories (fewer parameters) over more complex ones (more
parameters)†
†

White, Why Favour Simplicity?
Rosenkrantz, Why Glymour is a Bayesian, 82
Jefferys & Berger, Ockham’s Razor and Bayesian Analysis
McKay, Information Theory, Inference, and Learning Algorithms, ch. 28
Henderson, Goodman, Tenenbaum, & Woodward, The Structure and Dynamics of Scientific Theories, §4

The Automatic Razor Doesn’t Cut It

∗ Let P be a prior defined on H
∗ Suppose that our evidence E consists of three collinear points
(x1 , y1 ), (x2 , y2 ), and (x3 , y3 ) lying on the graph of a cubic c(x)
∗ Let X stand for the proposition that the first three data points
have x-coordinates x1 , x2 , and x3 (from now on, X typically
appears invisibly on the right in expressions for conditional
probabilities)
∗ We are going to show that for typical data sets of this kind
P(E |H1 ) is arbitrarily small—it will follow that P does not
consider such data sets as favouring H1 at the expense of H3

Claim: Let c be any cubic polynomial, let P be any prior
such that P(c) > 0, and let ε > 0. Then there is a
real number R = R(c, P) such that: if E is a set of
three collinear points lying on c that is typical in the
sense that at least one of the three points has an
x-coordinate with absolute value of at least R, then
P(E |H1 ) < ε

Typical?

Why is this a notion of typicality? No matter how large R is,
(−R, R) is finite in extent, while its complement is infinite. So
only very special data sets involve sampling only from (−R, R)

∗ Enumerate the linear polynomials `1 , `2 , . . . in order of
decreasing P-probability
P
ε
∗ Choose N so that N
k=1 P(`k |H1 ) > 1 − 2
Call `1 , . . . , `N the cool kids

Cool Kids vs. a Cubic
∗ By rescaling the axes, we can
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to the x-axis over any range
we like
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∗ So we can choose R(c, P)
such that for any cool kid `k ,
if we sample the value of the
mystery function at
x∈
/ (−R, R), the probability of
finding a value lying on c is
ε
less than 2N
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P(H3 |E )
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=

P(H3 ) P(E |H3 )
·
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So if ε = P(E |H3 ), then the result shows that, according to P,
typical data sets of the given kind boost the probability of H3
rather than that of H1
∗ If ε =

P(H3 )·P(E |H3 )
,
P(H1 )

then the given result shows that P

considers H3 flatout more likely than H1 after seeing typical
data sets of the given kind
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automatic razor? H1 , in addition to betting its life that the first
three data points would be roughly collinear, was also betting its
life on the stronger proposition that they would roughly lie on one
of the cool kids—and you are in trouble as soon as you lose one
wager in which you have bet your life
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Framework
∗ Nature reveals a binary sequence a = (a1 , a2 , . . .) one bit per
day—1=snow, 0=no snow
∗ A forecasting system is a map M : (a1 , . . . , an−1 ) 7→ πn from
finite data sets to probabilities (the forecast of snow tomorrow)
∗ The discrepancy of a forecast πn is an − πn
∗ A forecasting system is high-low calibrated for a data stream if
as n → ∞ the mean discrepancy goes to zero for days on which
πk ≥ .5 and likewise for days on which πk < .5
∗ The failure set of a forecasting system is the set of binary
sequences for which it is not high-low calibrated
∗ High-low calibration is relatively weak—having a perfect
calibration curve is sufficient but not necessary

Background (1982–1985)
Oakes-Dawid: Every forecasting system has non-empty failure set†
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Background (1982–1985)
Oakes-Dawid: Every forecasting system has non-empty failure set†
Schervish: Every forecasting system has an uncountable failure
set. Indeed the intersection of the failure sets of all
computable forecasting systems is uncountable:
“noncalibrability is as much the normal state as
calibrability”‡
Dawid: Every Bayesian forecasting system assigns its failure
set measure zero.§ So there is a sense in which the
sequences on which all computable Bayesian
forecasting systems fail are sparse, since they are
collectively assigned measure zero by all such
systems¶
†

Oakes, Self-Calibrating Priors do not Exist; Dawid, Comment on “Self-Calibrating Priors do not Exist”
Schervish, Comment on “Self-Calibrating Priors do not Exist”
Dawid, The Well-Calibrated Bayesian
¶
Dawid, Calibration-Based Empirical Probability
‡
§

Typical!
Mathematicians say: typical continuous functions are nowhere
differentiable, only very special ones are polynomial—although both
polynomials and nowhere differentiable functions form uncountable
dense subsets of the space of continuous functions. The relevant
little/big distinction for subsets of a (nice) topological space X :
∗ S ⊂ X is meagre if it can be written as a countable union of
nowhere dense sets†
∗ S ⊂ X is residual if its complement is meagre.
NB: a subset of a meagre set is meagre; a countable union of
meagre sets is meagre (so being meagre is analogous to being
countable or to being measure zero)
†
Recall that a subset of X is dense if it has non-empty intersection with each non-empty open subset set of X ,
nowhere dense if its closure does not contain any non-empty open sets
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contains some O ∈ O
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II chooses O4 ∈ O with O4 ⊂ O3

Player II wins if ∩Ok ⊆ A

The Banach–Mazur Game
∗ Let X be a nonempty topological space and let O be a set of
nonempty open sets, such that every nonempty open U ⊆ X
contains some O ∈ O
∗ A game is to be played. A set A ⊆ X is selected
–
–
–
–
–

Player
Player
Player
Player
etc

I chooses O1 ∈ O
II chooses O2 ∈ O with O2 ⊂ O1
I chooses O3 ∈ O with O3 ⊂ O2
II chooses O4 ∈ O with O4 ⊂ O3

Player II wins if ∩Ok ⊆ A
∗ Theorem (Banach, Oxtoby): A is residual if and only of Player II
has a winning strategy

Failure of Calibration is Typical

Endow the space of binary sequences C with its usual topology:
∗ For any finite binary string w , the set Bw of sequences with w
as an initial segment is an open set.
∗ All open sets are unions of such Bw
So every open set contains some Bw . So we can think of the
players of the Banach–Mazur game as taking turns naming finite
binary strings w1 , w2 , etc, which are then concatenated to form a
sequences w1 w2 w3 . . . . Player II wins if this sequence is in A. A is
residual iff Player II has a winning strategy.

Claim: The failure set of any forecasting method is residual in C
Proof: Let M be a forecasting method. Let Players I & II play the
Banach–Mazur game for its failure set F.
A winning strategy for Player II—play a string consisting of bits
meant to frustrate M. If M is forecasting snow, play 0; if M is not
forecasting snow, play 1. Doing this enough days in a row will send
the mean discrepancy for days on which M predicts snow above
.25 or send the mean discrepancy for days on which M does not
predict snow below -.25. Once either happens, Player II’s turn
ends. In the infinite long run, one or the other of the two mean
discrepancies will fluctuate away from zero by .25 an infinite
number of times—so the sequence built will be in F no matter
how Player I plays

A Confidence Problem

Here we have a setting in which failure is typical for every method.
But Bayesian methods are certain of their success. So according to
Bayesianism (understood as an analysis of rationality), it is
incoherent to doubt that you will succeed at this patently
intractable task. Can that really be a requirement of rationality?
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A Generalized Bayesian Polly?

Say we think that objects more general than probability measures
can represent rational credential states. Does it then become easier
to construct a Bayesian Polly?

Imprecise Credences

Unclear how this would help—how are disagreements between
measures constitutive of a prior to be settled?

Merely Finitely Additive Measures

The added flexibility arises when we assign some polynomials
probability zero. Suppose we have a data set according to which a
given polynomial p0 is the lowest-degree polynomial consistent
with the data. Any higher-degree polynomial p ∗ consistent with
the data must also be assigned probability zero (if we are hoping to
emulate Polly). What Bayesian grounds are there for conjecturing
p0 rather than p ∗ ?

Hierarchical Bayesian Agents

Suppose credences are encoded in a measure P defined on H, but
our procedure for choosing conjectures in non-standard—after
conditionalizing we run a race between the family H1 of linear
polynomials, the family H2 of quadratic polynomials, etc—then
conjecture the hypothesis of highest posterior probability from the
winning family. A variant on the argument above shows that if
P(q) > 0 then for all but finitely many two-point data sets
consistent with q, our agent will prefer q to any linear rival

Primitive Conditional Probabilities

Now we can simulate Polly. Deploy a measure that puts probability
one on linear hypotheses, backed up by a measure that puts
probability one on quadratic hypotheses, etc. This isn’t much of a
victory if we are hoping for an account of rationality—agents of
this kind will bet their lives on the mystery function being linear
prior to seeing the third data point

Infinitesimal-Valued Measures

We can again simulate Polly: there will be a infinitesimal-valued
measure that assigns the same infinitesimal probability ε to each
linear hypothesis, assigns 2ε to each quadratic hypothesis, and so
on.
Whether this is a victory again depends on what we were hoping
for—agents with credences of this kind are liable to become
arbitrarily confident in propositions upon learning irrelevant
evidence†

†

See, e.g., Pruss, Infinite Lotteries, Perfectly Thin Darts, and Infinitesimals, 82 ff.

